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Abstract

We wanted to estimate the mean activations of a fixed, deep ReLU network under Gaussian
inputs, while using only a small fraction of the available compute. No single approximation
worked well enough. An analytic Gaussian propagation was stable but biased. Direct random-
ized sampling followed the true network but remained noisy. Our best estimator combines the
two and then applies a small correction learned offline on the same noisy features available at
evaluation time. This note explains why those pieces fit together, how they produced our best
graded score, and what the failed experiments taught us about the remaining error.

1 The puzzle
Let

h(0) = x, z(ℓ) = W (ℓ)⊤
h(ℓ−1), h(ℓ) = ReLU

(
z(ℓ)

)
,

with x ∼ N (0, I). The weights are known. The quantity we want is

m(ℓ) = Ex

[
h(ℓ) | W

]
.

This sounds like an integration problem. It is. The catch is that the integrand is a width-256,
depth-32 piecewise-linear map. Every ReLU changes the shape of the distribution, and a small
approximation error at one layer becomes the input to the next one.

The scoring rule adds another constraint:

score = final-layer MSE × max(0.1, C/B),

where C is the compute used and B is the budget. Spending less than roughly 0.1B is free in
score space. Spending more is not. At first I treated the budget as an invitation to run more
samples. The equation says something else: once we reach the floor, we should spend our effort on
removing systematic error.
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Figure 1: The actual MLP. The uncertainty comes from the Gaussian input, not from the weights.
We want the mean of every h(ℓ), but the score uses only h(32).

2 Two imperfect descriptions
The useful way to think about our final method is as a combination of two descriptions of the
same network. One is smooth but approximate. The other is faithful but finite.

2.1 A smooth description: Gaussian moment propagation

Suppose a pre-activation Z were Gaussian with mean µ and variance σ2. Then its post-ReLU
mean is known exactly:

E[ReLU(Z)] = µΦ(a) + σϕ(a), a = µ

σ
.

This suggests a deterministic algorithm: carry the mean and covariance through each linear
layer, approximate the next pre-activations as Gaussian, and apply the exact one-dimensional
ReLU formula. We use a simple gain-×-Φ rule for the off-diagonal covariance.

We called the resulting analytic cloud the oval. This is not a formal term. It is simply how I
picture it: a smooth ellipse replacing a complicated cloud of activations. The oval is cheap and
stable, and it gets surprisingly close. But “close” is not “exact.” After many layers, the missing
non-Gaussian and joint structure appears as a small, patterned bias.

2.2 A faithful description: randomized samples

The second description does not model the network. It runs the actual network on a modest set of
inputs. We use a randomly shifted Korobov lattice rather than ordinary independent Gaussian
points. We also replace the sampled layer-1 mean by its exact value, because layer 1 is genuinely
Gaussian. This gives a useful control variate.

Sampling has the opposite strengths of the oval. It touches the true deep network, including
all of its awkward joint structure, but with finite compute it remains noisy.

There is a simple thought experiment here.

• If the Gaussian closure were exact, the oval would be enough and samples would be unneces-
sary.

• If we had infinitely many samples, the samples would be enough and the oval would be
unnecessary.

• In the actual contest, neither limit is available.
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activation cloud from the true MLP
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Figure 2: The oval image restored. At each layer, Gaussian moment propagation replaces a
complicated activation cloud by a smooth distribution with the same approximate mean and
covariance.

the same
weights W

Gaussian updates
through all 32 layers
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µoval

Korobov inputs through
the true 32-layer MLP

exact-L1 control variate
µCV

estimator E
0.3 µoval + 0.7 µCV
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E + σ θ⊤f

graded 4.326 × 10−7 graded 3.620 × 10−7

Figure 3: Exactly what E corresponds to. E is not the oval alone and it is not plain RQMC: it is
the 30/70 blend of the analytic oval and the Korobov/exact-layer-1 control-variate estimate. G
adds the offline correction.

So we combine them:

ybase = (1 − α) µoval + α µCV, α ≈ 0.7.

The oval supplies a low-variance global picture. The samples keep that picture in contact with the
real network. This hybrid is estimator E, which obtained a graded adjusted score of 4.326 × 10−7.

3 Learning the recurring mistake
After the blend, the residual was not random-looking. Similar neurons and similar networks made
similar mistakes. This is exactly the situation where a small learned correction is useful.

Offline, we generated synthetic MLPs with seeds disjoint from the evaluation set and estimated
their final means with heavy Monte Carlo. For each neuron we formed the normalized residual

r = mtrue − ybase
σpre

,

and a 12-dimensional feature vector f . The features include powers of the standardized pre-
activation mean a = µ/σ, differences between the sample and analytic predictions, standardized
skewness and kurtosis, and one network-level gap statistic. We then fitted a ridge model,

θ = arg min
ϑ

∑
i

(
ri − ϑ⊤fi

)2
+ λ∥ϑ∥2

2,

3



Offline
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Figure 4: The offline–online split. Expensive truth is used only to learn a small correction;
evaluation uses the precomputed coefficients.

and used
m̂ = ybase + σpre(θ⊤f).

The important detail is easy to miss: we trained on the noisy features available at evaluation
time, not on perfect offline moments. A model fitted on clean features learned corrections that
could not survive their deployment noise. Training under the actual measurement noise allowed
ridge regression to suppress features it could not trust.

The vector θ is precomputed, stored in weights.npz, and loaded during setup() at zero
counted FLOPs. This gives estimator G, with a graded score of 3.619944 × 10−7, about 16% better
than E.

4 How the score improved
The final number did not come from one dramatic idea. It came from a sequence of changes that
survived full evaluation.

Table 1: Graded milestones. Lower is better.
Estimator Main change Adjusted score
D vector layer-1 control variate 5.287 × 10−7

E Korobov RQMC + analytic/sample blend 4.326 × 10−7

G E + offline ridge correction 3.620 × 10−7
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Figure 5: The measured progression from D to G. The axis is an error score, so shorter is better.

5 The experiments that constrained the picture
The negative results matter because they tell us which object is wrong. We used small canaries
and held-out gates before promoting a method.

This last point was especially useful. It is easy to improve a snapshot of a layer when the
future is held fixed. It is much harder to improve the state that will generate the next 20 layers.
The network remembers our correction, including its errors.
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Table 2: What plausible ideas taught us.
Question Observation Consequence
Can more or better sam-
pling solve the rest?

The residual became bias-
dominated near the compute
floor.

More samples could not justify their
score multiplier.

Can we transport κ3 and
κ4 through depth?

Oracle cumulants contained in-
formation, but cheap closed-loop
transport lost it.

Higher moments were not useful un-
less we could propagate them faith-
fully.

Is the residual a low-rank
mixture or MoE problem?

The top eight residual directions
carried only about 33.5% of the
final-layer energy; transported
mixtures were anti-aligned.

There was no clean low-dimensional
correction to exploit.

Will a richer final corrector
help?

New feature families improved
held-out R2 by only 0.0017 at
best, against a 0.05 gate.

The original 12 features had already
captured most cheap terminal signal.

Can fitted corrections be
inserted at every layer?

Some corrected a frozen layer
but accumulated error when
propagated.

A local improvement is not automat-
ically a dynamical improvement.

6 The picture we have now
It helps to name the three quantities in the estimator. Define

eprop = mtrue − µoval, esamp = mtrue − µCV, êcal = σpreθ
⊤f.

Because m̂G = (1 − α)µoval + αµCV + êcal, we have the exact bookkeeping identity

mtrue − m̂G = (1 − α)eprop + αesamp − êcal .

The three terms are not statistically independent. The identity only tells us which part of the
estimator created each term. Figure 6 gives the corresponding mental pictures.

(a) joint-law propagation error

true law

W ⊤+ ReLU
mtrue

Gaussian oval

closure
µoval

eprop

(b) finite-sampling error
a finite set of RQMC

network outputs

true mean
mtrue

sample mean
µCV

esamp

(c) predictable calibration error
r

f

trend learned as
êcal = σθ⊤f

subtract

smaller, unstructured remainder

Figure 6: Schematics of the three mechanisms. (a) Gaussian closure replaces a joint activation
law by an oval and shifts the propagated mean. (b) A finite randomized sample mean fluctuates
around the true mean. (c) Part of the blended residual repeats as a function of cheap features; θ
estimates and subtracts that trend. The drawings are explanatory, not measured distributions.
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The final marginal is not the whole story. By the time we inspect the last pre-activation, much
of the error has already been created by earlier approximations to the joint distribution. A final
Edgeworth term or a larger regressor is then trying to repair the end of a chain without knowing
the history that produced it.

This reminds me of effective field theory in physics. When we cannot solve every microscopic
detail, we keep a leading description and add only the corrections that observations can constrain.
Here the Gaussian oval is the leading description, the true-network samples keep it honest, and θ
captures a small set of repeatable residual effects. Adding more terms is not automatically more
scientific. If the data cannot constrain them, they are decoration.

7 Where this leaves us
I like estimator G because it is not one magical trick. It is a compact arrangement of imperfect
ideas that correct one another:

analytic structure + direct samples + small offline calibration .

We did not explain the leaderboard score near 10−10. We did obtain a reproducible graded
score of 3.619944 × 10−7, and, just as importantly, a map of several approaches that do not close
the gap under this budget. For now, estimator G remains our best answer:

oval + Korobov/L1-CV blend + offline ridge θ.

Disclosure. AI tools assisted with code generation, experiment bookkeeping, and drafting. All
numerical claims in this note come from the official evaluation pipeline or the recorded local
canaries; I directed the experiments and reviewed the interpretation.
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